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Smartacking: Improving TCP Performance
from the Receiving End

Daniel K. Blandford, Sally A. Goldman, Sergey Gorinsky, YAhou, and Daniel R. Dooly

Abstract—We presentsmartacking a technique that improves
performance of Transmission Control Protocol (TCP) via ada-
tive generation of acknowledgments (ACKs) at the receiveiWhen
the bottleneck link is underutilized, the receiver transmis an
ACK for each delivered data segment and thereby allows the
connection to acquire the available capacity promptly. Wha
the bottleneck link is at its capacity, the smartacking recever
sends ACKs with a lower frequency reducing the control traf ¢
overhead and slowing down the congestion window growth to
utilize the network capacity more effectively. To promote aqiick
deployment of the technique, our primary implementation of
smartacking modi es only the receiver. This implementatiin
estimates the sender's congestion window using a novel akifbm
of independent interest. We also consider different impleran-
tations of smartacking where the receiver relies on expligi
assistance from the sender or network. Experiments in a wide
variety of settings show bene cial impacts of smartacking a
TCP performance, especially in environments with low leved of
connection multiplexing on bottleneck links.

Index Terms-TCP congestion control, acknowledgment fre-
guency, receiver algorithms.

I. INTRODUCTION

retransmission timer based on RTT (round-trip time) estima
tion, counting duplicate ACKs, and adjusting the congestio
window.

In contrast to the sender, the receiving end of the TCP con-
nection has a simple role: after delivery of a data segmbat, t
receiver generates an ACK. The receiver can delay trarismitt
the ACK for up to half a second but has to send at least
one ACK for each two delivered data segments. Lowering the
frequency of ACKs reduces the protocol processing overhead
and frees network resources for communicating data in the
opposite direction. On the other hand, the delayed acknowl-
edgment mechanism can disrupt the RTT estimation and slow
down the growth of the congestion window.

In this paper, we presergmartacking a technique for
adaptive generation of ACKs at the receiver. Beside reducin
the amount of control trafc in the network, smartacking
strives to improve the bottleneck link utilization by TCP.
The algorithm is derived from an observation that the gap
between delivered segments becomes close to uniform when
traf c exhausts the capacity of the bottleneck link. Notatth
it is the receiver — not the sender — that can monitor the

Internet hosts support efcient and fair sharing of tramter-segment arrival times. When the bottleneck link istst
versed network links by participating in congestion cohtre.apacity, the smartacking receiver sends ACKs with a lower
protocols that regulate the amount of transmitted data ffequency reducing the control traf ¢ overhead and slowing
response to the observed network performance. In pamjcul@gwn the congestion window growth. On the other hand, when

Internet applications routinely rely on Transmission CGoht

the bottleneck link is underutilized, the receiver trartsnain

Protocol (TCP) [5] which establishes a connection betweitk for each delivered data segment and thereby preserves

two communicating end hosts and enforces a dynasoit-

the rate at which TCP acquires the available capacity. Our

gestion windowas an upper limit on the amount of sengxperiments con rm that smartacking helps TCP to utilize th
data that the receiver has not yet acknowledged. Initiétlly, network capacity more effectively, including in topologiaith
congestion window is small and hence prevents the send@ymmetric data ows and high bandwidth-delay products. We
from injecting a lot of data into the network. The window,so show that smartacking TCP interacts fairly with stadda
increases when a timely acknowledgment (ACK) con rms datpcp traf c.

delivery. How_ever, if the stream of ACKS ir]dicates loss, the oy primary implementation of smartacking modi es only
TCP connection reduces the congestion window and therg receiver. Although it would be easier to implement smar-

curbs the transmission.

tacking by changing the sender as well, we deliberatelyymurs

TCP is an end-to-end protocol that does not require agy receiver-only implementation for two reasons. First, the
data segments and their ACKs. Whereas the end-to-end preprependent relevance, such as an algorithm for estiméiting

erty improves the protocol extensibility, achieving anaént

congestion window at the receiver. Second, altering a podto

and fair network usage exclusively from the end points i§ only one end gives the enhancement better chances for
challenging. In TCP, the sender carries most of this burdggaining widespread deployment.

by performing a variety of computations, e.g., maintaindng  The rest of the paper is organized as follows. Section I
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provides a brief overview of related work. Section Il de-
scribes smartacking. Section IV presents methodology of ou
evaluation. Section V reports experimental results. Rinal
Section VI concludes the paper with a summary.

TCP is not a rigid design and has evolved substantially, with
congestion control becoming one of the most important addi-
tions. Since then numerous extensions — including Renq [19]
SACK [24], Vegas [11], and NewReno [15] — have been
proposed for TCP congestion control. However, the diverse

RELATED WORK
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extensions employ the same tool to regulate transmissionthe connection.
congestion windowgerves as an upper limit on the amount of ACC (Acknowledgment Congestion Control) [6] is an al-
transmitted data that the receiver has not yet acknowledgeatnative design that modi es both the sender and receiver.
Although the congestion window measures data in bytes, T@GEC also relies on support from network routers: when
passes data to the network in segments that do not excésal router detects congestion on its output link, the router
one MSS (maximum segment size). For example, MSS ssts the ECN (Explicit Congestion Noti cation) [31] bit in
sometimes set to 1460 bytes. Initially, the congestion wind the headers of packets forwarded to the link. The receiver
allows only a small amount of unacknowledged data. Thahecks the headers of delivered packets for set ECN bits and
initial window size commonly equals one or two MSS [4]uses these observations to adjust a delay fadtdPossible
[26], [29], [33]. The sender increases the window whewalues ofd vary from 1 to a maximum determined by the
timely acknowledgments con rm data delivery. However, itongestion window which the sender communicates to the
the stream of ACKSs indicates loss, the sender decreases ribeeiver explicitly. The receiver doublesupon receiving a
congestion window. The goal of the window adjustment alg@acket with the set ECN bit. While no such packets arrive,
rithm is to stabilize the transmission at a level that sugportthe receiver decreases the delay factor by one per RTT. In
fair and ef cient utilization of the network. ACC, the receiver transmits one ACK for evedydelivered
The window adjustment algorithm in the most widely dedata packets.
ployed TCP versions operates in two modeslew startand Related to the improvement of congestion control from
congestion avoidancdn the slow-start mode, the sender inthe receiving end is an issue of receiver misbehavior [14],
creases the congestion window by one MSS per non-duplicg8@]. The receiver of a TCP connection can misbehave by
ACK. When the bottleneck link is underutilized, the slowproviding feedback incorrectly in order to trick the sender
start doubles the window every RTT and thereby enables tinéo transmitting data at an unfairly high rate. In partanl
connection to acquire the available capacity promptly.He tit has been shown that by generating ACKs more frequently
congestion-avoidance mode, a non-duplicate ACK increagban prescribed by the protocol, the misbehaving receiaer ¢
the congestion window by an inverse of its current values¢hesubstantially increase the reliable throughput of the eation
adjustments grow the window by approximately one MSS pat the expense of competing traf ¢ [32]. In contrast to such
RTT and are supposed to supply convergence to the fair shatigbehaving receivers, the receiver that follows smaitacis
of the bottleneck link capacity. Every TCP connection startlescribed in Section Ill generates ACkessfrequently with
in the slow-start mode. Upon inference of congestion, then objective of bene ting the overall ef ciency and fairres
sender sets a threshold to the half of the current congestfithe network usage. Our experiments in Section V con rm
window. When a triple duplicate ACK serves as the congestititat smartacking improves fairness of TCP.
indication, the sender reduces the window to the threshadd a
switches to the congestion-avoidance mode. If the cormesti I1l. SMARTACKING
is inferred from a retransmission timeout, the sender resluc
the window to one MSS and reenters the_ slow-start mOdaedaptive generation of ACKs at the TCP receiver. First, Sec-
The sen_der SW'.tCheS from the post-congest_mn SI_OW stafieto tion I11-A discusses the main ideas behind smartacking.nThe
congestion-avoidance mode when the growing window re_acr?é tion 11I-B describes our implementation of the techeiqu
the threshold. Whereas the sender also performs a variety 01‘C
other computations, the receiver's participation in thedaw _
adjustment is limited to transmitting an ACK upon delivefy oA General Technique
a data segment. In the slow-start mode, the sender of a TCP connection
The idea to delay ACKs at the receiver is far from beingommonly injects a burst of data segments into the network.
new. Even before TCP was enhanced with congestion contrafter the burst passes through the bottleneck link of the
Clark proposed postponing an ACK as a means to redusennection, gaps between the segments increase, and ste bur
TCP processing overhead and release network resources [$teads out [18], [21]-[23]. Eventually, the congestiondaaw
Later, delayed ACKs were found to be particularly bene ciatontains a large enough number of segments to utilize the
in asymmetric networks [6]. In modern TCP versions, thieottleneck link fully. At this point, the segments arrivitmthe
receiver does not delay an ACK beyond half a second arsteiver are spread out the most over RTT of the connection.
transmits at least one ACK for each two delivered datalso, since the bottleneck link reaches its capacity, critig
segments [9]. Recently, Oliveira and Braun explored delay¢he aggressive growth of the congestion window does not
ACKs as means to improve TCP performance and powienprove the link utilization.
consumption in multihop wireless networks [27]. Note that it is the receiver — not the sender — that can
Lowering the frequency of ACKs can result in a slowemonitor gaps between the arriving segments to determine
growth of the congestion window because the sender incseati®e link saturation. This observation leads us to propose
the window in response to non-duplicate ACKs. In the slovsmartacking a technique for improving TCP performance
start mode, reducing the window growth interferes with thigom the receiving end. In smartacking TCP, the receiver
objective of acquiring the available capacity promptly aad generates ACKs depending on its measurements of gaps
therefore undesirable. ABC (Appropriate Byte Counting) [2etween delivered data segments. When the bottleneck link
and SABC (Scaled Appropriate Byte Counting) [3] are inis underutilized, the receiver transmits one ACK per segmen
stantiations of abyte countingtechnique where the senderand thereby preserves the rate at which TCP acquires the
increases the congestion window in response to acknowtedg®ailable capacity. When the bottleneck link is at its cépac
bytes rather than acknowledged segments; ACKs that con nime receiver sends ACKs less frequently reducing the cbntro
delivery of more data trigger larger increases in the comges traf c overhead and slowing down the congestion window
window. Byte counting does not change the receiving end gfowth.

In this section, we presersmartacking our technique for
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For how long should the receiver delay ACKs when trangwverage (EWMA) with a gain 00:25. The averaging ignores
mitting them with a lower frequency? Delaying an ACKmeasurements triggered by the rst segment arrival from any
creates a potential danger of underutilizing the bottlenewindow. Also, the receiver ignores up to two consecutively
link. If the ACK is delayed for too long, the sender stopsneasured values that are at least three times larger than the
transmitting after the amount of unacknowledged data cveurrentiSAT. To computeRTT the receiver reuses the standard
the congestion window, and subsequently the bottlened¢k liMCP mechanism for RTT estimation; when the receiver is not
runs out of packets to forward. Hence, smartacking strivegnsmitting its own data to the sender, the receiver estisna
to generate ACKs with the lowest frequency that keeps tiRI T by sending keep-alive messages once per second.
bottleneck link fully utilized. To achieve this goal, the-re Our receiver-only implementation of smartacking faces
ceiver estimates a time intenMadstSegmentTimeafter which a novel challenge of estimating the congestion window.
it will receive the last segment allowed by the congestioBince different extensions of TCP use different algorithms
window. Then, the receiver transmits the ACK with delayegulate the congestion window at the sender, the congestio
LastSegmentTime RTTso that the sender will receive thewindow estimation at the receiver might also need to be
ACK just before exhausting the congestion window. extension-speci c. While automatic detection of the setsde

To estimate LastSegmentTime the receiver main- algorithm at the receiver is an interesting topic for future
tains the following three variables measured in MSSsesearch, Figure 1 describes our mechanism for estimating
(1) CwndEstis an estimate of the current congestion winthe congestion window in NewReno that does not employ
dow, (2) LastReceived records the last received datapyte counting. The presented procedigtimateCwnd has
and (3) LastACKed denotes the last acknowledged datahree phases corresponding to the initial slow-start, -post
CwndEst+ LastACKed LastReceived represents the num- congestion slow-start, and congestion-avoidance mod#seof
ber of additional segments that the receiver expects fragander. During the initial slow start, the receiver trachks t
the current congestion window. The receiver also computesngestion window using the variabfartingCwnd . This
ISAT, an average of inter-segment arrival times, and egariable is initially set to one segment and is incremented
timates LastSegmentTime as (CwndEst+ LastACKed every time when the receiver transmits a non-duplicate
LastReceived) ISAT. ACK. After sending the third duplicate ACK, the receiver

When the network capacity is underutilize@wndEst leaves the initial slow start and marks the transition by
ISAT RTTis negative, and the receiver transmits an ACKetting StartingCwnd to 1. Subsequently, the boolean
immediately. The immediate response allows the window t@riable PastSsthresh determines the current phase of the
grow at the highest rate. On the other hand, as the bottleneekeiver: True corresponds to congestion avoidance, and
link becomes fully utilized, the ACK is delayed for up toFalse denotes post-congestion slow start. During congestion
LastSegmentTime RTT but no longer than the maximumavoidance, the receiver tracks the congestion window using
time interval allowed by TCP. The delayed response slows thariable CwndEstand increases this variable HyCwndEst
window growth without stalling the sender after the senderhen transmitting a non-duplicate ACK. To initialize

nishes transmitting its previous window of segments. CwndEstwhen switching to congestion avoidance, as well
_ . as to estimate the congestion window in the post-congestion
B. Receiver-Only Implementation slow start, the receiver maintains a timer expiring once

In addition tolSAT observable at the receiver, implementinger RTT. When the timer expires at the end of a one-RTT
the technique requires knowledge of the congestion winddmterval, the receiver records the number of deliveredriteo
and round-trip time, i.e., information that is readily dahle segments and transmitted non-duplicate ACKs in variables
at the sender. Hence, it might seem reasonable to implemBatmSegmentsThisinterval and NumACKsThisInterval
smartacking in a distributed manner where the receiveritsetsrespectively. Also,  NumACKsLastInterval and
CwndEstandRTTvariables to values communicated explicityNumSegmentsLastinterval save  respectively  the
by the sender. We, however, deliberately pursue a receivprevious  values  of NumACKsThisInterval  and
only implementation of smartacking. This choice is chie yNumSegmentsThisinterval recorded after the
due to deployment considerations. Experience shows thigteout one RTT earlier. Then, the receiver computes
TCP extensions that upgrade only one of the communicatifigvndifSlowStart as a sum oNumSegmentsLastinterval,
ends are more likely to enjoy wide adoption than thoddumACKsLastinterval, and NumACKsThisInterval to
extensions that require changes at both ends. For exampkijmate the congestion window during post-congestiow slo
both SACK [24] and NewReno [15] have been proposestart.
for addressing multiple losses within the congestion wimdo  Our novel mechanism for the congestion window estimation
although SACK is an earlier and technically superior soluti plays an important role in our implementation of smartagkin
than NewReno, the latter enjoyed wide deployment mudtowever, this mechanism is also independently valuable be-
quicker because NewReno upgrades only the sender whereisse of its potential usefulness to other designs — such as
SACK modi es both the sender and receiver [28]. We hopBCC — where the receiver must know the congestion window.
that our receiver-only implementation will help smartaki
to become widely deployed. V. EVALUATION METHODOLOGY

To implement smartacking with no support from the sender, \yg gyajyate smartacking and alternative approaches in a va-
the receiver can obtain most of the needed information Ielﬂ‘ﬁ‘ety of network con gurations. After Section IV-A desceb

straightforwardly or using well-known estimation mechsms. ,¢"a\ajuated designs, Section IV-B presents our expetihen
For example, the receiver has direct knowledge@stACKed  qotn Then, Section IV-C discusses metrics for assessing t
and LastReceived. In our implementation, the SmartaCkingperformance

receiver computekSAT as an exponentially weighted moving
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int EstimateCwnd()
{if (StartingCwnd > -1) return StartingCwnd,;
if(PastSsthresh) return (int) CwndEst;
Total = NumSegmentsLastinterval + NumACKsLastInterval + N umACKsThislInterval;
if (Total > SsthreshEst) return max(SsthreshEst,NumSegme ntsLastinterval) + 2; else return Total;}

When sending a non-duplicate ACK:

NumACKsThisInterval++;

if (StartingCwnd > -1) StartingCwnd++; /I initial slow-sta rt phase
if (CwndEst > 0) CwndEst += 1.0/CwndEst;

Whenever an in-order segment arrives:
| NumSegmentsThisinterval++ |

Once per RTT:

if (\PastSsthresh && CwndIfSlowStart > NumSegmentsThisin terval + 2 && NumACKsLastInterval > 2
&& !SeenLossRecently)  // switching to the congestion-avoi dance phase
{PastSsthresh = True; CwndEst= NumSegmentsThisInterval + 1;}
if (NumSegmentsThisinterval == 0 && NumSegmentsLastinter val == 0) SeenLossThisInterval = True;
if (SeenLossThisInterval && !SeenLossRecently)
{SsthreshEst = max((int)(EstimateCwnd()/2), 2); Startin gCwnd = -1; PastSsthresh = False;}
if (NumSegmentsThisinterval > 1) SeenLossRecently = SeenL ossThisInterval;
SeenLossThisInterval = False;
CwndlIfSlowStart = NumSegmentsLastinterval + NumACKsLast Interval + NumACKSsThisInterval;
NumSegmentsLastinterval = NumSegmentsThisinterval; Num ACKsLastInterval = NumACKSsThisInterval;
NumSegmentsThisinterval = NumACKsThisInterval = 0;

Fig. 1. Estimating the congestion window for TCP NewReno.
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Fig. 2. Network topologies in our experiments.

A. Evaluated Designs the smartacking receiver of the connection expects from-arr

In Section 11I-B, we presented our implementation of th#9 segments to be uniformly distributed over RTT. This idea
smartacking technique for TCP NewReno. We refer to thf$enario happens when the connection is the only source of
implementation asNewReno with smartackingnd compare Packets on the bottleneck link. However, when the saturated
it with schemes that can be classied into two categoriednk carries other trafc as well, the receiver can observe
existing designs and different implementations of smaitag @ burstier distribution of the arriving segments: instedd o

Existing Designs. We include NewRenoin our studies being spread out over RTT, the segments from the congestion
because NewReno is a widely deployed TCP extension tifghdow can clump within a smaller portion of RTT. Then,
serves as a basis for our smartacking implementation. TH receiver can transmit ACKs prematurely. To alleviate th
design employs delayed ACKs as described in RFC 1122 [gjstortion, the sender and routers can employ mechanisats th
In addition, we report results fohckEvery a NewReno im- improve packet mixing on shared bottleneck links.
plementation that acknowledges every segment immediatelyPacing is a mechanism where the sender smooths the bursty
To compare smartacking with other proposals for overcomifgttern of TCP operation by distributing segment transiomss
the negative impact of delayed ACKs on the congestidAroughout RTT [1], [34]. Pacing helps not only with imprave
window growth, we also evaluaCC andABC. Although we Packet mixing on shared links but also in networks with
conducted experiments with SABC as well, we do not repdtktremely low reverse-path capacities. Since a burst afiseg

these results here because of their similarity to the resuitTivals can cause a burst of ACKs, the bursty transmission o
reported for ABC. data segments can congest the low-capacity reverse pdth wit

Different Implementations of Smartacking. Due to de- ACKSs. Ensued queueing of ACKs increases the RTT estimate
ployment considerations, we deliberately pursued a receivand shortens the delays of ACKs at the smartacking receiver.
only solution while implementing the smartacking techmiquPacing addresses this problem by reducing the possibility
in Section I1I-B. On the other hand, support from the sendéf the reverse-path congestion. However, spreading of data
or network can lead to more effective implementations &&gments over the whole RTT would interfere with opera-

smartacking. In our experiments, we quantify potentiakbesn tion of smartacking: since the smartacking receiver dstect
from such support mechanisms. the availability of the bottleneck capacity via gaps betwee
If the bottleneck link of a TCP connection is fully utilized,
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successive congestion windows, the spread of segments aweisettings where data ows traverse bottleneck links irhbot
the whole RTT would always trick the receiver into percegvindirections. This focus is important because congestiorhen t
the bottleneck link as saturated even when the link is agtuateverse path enables us to evaluate how smartacking perform
underutilized. Hence, we implement pacing by distributingnder loss of ACKs. We also consider some simpler settings
the transmitted segments from a congestion window evenljth no data ows on the reverse path. We examine each TCP
over an interval equal to 0.9 RTT. We refer to the enhancedtension discussed in Section IV-A in a bulk-transfer acien
implementation adNewReno with smartacking and pacing where the sender communicates a large le containing ten
Fair queueing of packets at the bottleneck link is a routehousand data segments. Packets that carry the data segment
based mechanism that also can improve packet mixing [@fe 1000-byte long. The size of packets carrying ACKs is 40
[13]. To assess the impact of fair queueing, we considerbgtes. The maximum value for an ACK delay is set to 200 ms
simple round-robin algorithm that allocates a separataigugsince our results for the maximum ACK delay of 100 ms
per ow and visits the queues in a round-robin manner to seleare similar, we do not report them here). The start times of
a packet for transmission to the link. We udewReno with connections stagger by 100 ms. We set the advertised window
smartacking and fair queuein denote results achieved byof each receiver so that it never limits the congestion wimdo
our smartacking implementation in networks with roundinob at the sender. In some experiments, we add on-off UDP (User
scheduling. Datagram Protocol) [30] cross traf ¢ to study the reaction t
An alternative to modifying the sender or routers is teharp changes in the available network capacity.
implement smartacking differently at the receiver. Althbu  In most of our experiments, we use routers widioptail
the receiver cannot affect packet mixing directly, compates buffer management because of their prevalence in the modern
of ACK delays at the receiver can account for distortiondie t Internet. The size of a Droptail buffer is usually set to
distribution of arriving segments. Hence, we extend snolrta the half of the bandwidth-delay product. However, we also
ing by introducing a parameterto calculate the ACK delay as report results for our experiments with different buffezes.
LastSegmentTime  RTTrather tharLastSegmentTime  Finally, we brie y report on a small portion of results from
RTT When the arriving segments spread over the whodeir extensive experiments with networks RED (Random
RTT, the receiver should use = 1 and compute the ACK Early Detection) routers [10], [17] where RED parametess ar
delay in the same way as our smartacking implementatioon gured asming, = 5, maxy = 15, wq = 0:002 and
in Section 1lI-B. However, when the bottleneck link is fullymax, = 0:1.
utilized but the segments still clump within a smaller ponti ~ We conduct the experiments in two general network topolo-
of RTT, the receiver should keep the value ofbetween 0 gies. Figure 2a depicts Bumbbell topologycommon in con-
and 1 to balance the underestimationLafstSegmentTime gestion control studies: each connection traverses thops, h
Setting to O corresponds to the scenario when the receivand the link between the two routers is the middle hop for each
transmits the ACK upon arrival of the last segment from theonnection. Figure 3 describes examined con gurationef t
congestion window. We implement the following algorithnDumbbell topology. Figure 2b present®arking-Lot topology
for adjustment of . Initially, the receiver sets to 1 and which is commonly used to assess fairness of congestion
does not reduce its value until generating a third duplicatentrol protocols. Our con guration of the topology has fou
ACK. Subsequently, the receiver multipliedy 0:9 whenever TCP connections and three bottleneck lins.and R; refer
the congestion window estimate decreases. The receiver aksspectively to the sender and receiver of connectio8;,
maintains two auxiliary parameters and initialized to 1 S,, Sz, andS, start transmitting their les at time 0, 100 ms,
and O respectively. Parametertakes real values between 0200 ms, and 300 ms respectively.
and 1 and acts with respect to in the same way as the We perform all the experiments in our own discrete-event
threshold acts toward the congestion window at the sendeacket-level simulator, which is similar to the popular NS-
Parameter is an integer re ecting the frequency of ACKs2 [25] but offers lower simulation times. To validate the
con rming a single segment. Whenever the receiver trarsmgimulator, we repeated some of the experiments in NS-2 and
an ACK, is adjusted: if the ACK con rms a single segmentreceived results that are indistinguishable from thosentep
the receiver increments; otherwise, the receiver decrementdelow.
. When becomes negative with its absolute value exceeding
4 CwndEsl(i.e., when most ACKs con rm multiple §egments)c_ Performance Metrics
the receiver resets to 0 and updates as follows: if > . . .
then the receiver increasesby 0.05; otherwise, the receiver Completion timeof a TCP connection, de ned as the

decreases by 0.01. We refer to this enhanced implementatioﬁmount of time .between the transm|§5|on of _the rst data
asNewReno with extended smartacking segment and delivery of the last ACK, is the main measure of

performance in our studies. Completion time also serves as a
_ basis for other long-term performance metrics. In expentne
B. Experimental Setup with multiple TCP connections, the reported completionetim

In this section, we discuss network topologies, traf ¢ patis the average of their individual completion timdelative
terns, and protocol settings in our experiments. Since wempletion timeis computed as the ratio of the completion
expect that smartacking provides most of its benets itimes for a pair of compared connections. To measure farnes
environments with small degrees of connection multiplgxirof network sharing, we use fairness indexX20]:
on bottleneck links, we use few connections in most of the

experiments. However, we also conduct some experiments P t 2
with a large number of connections to study the impact of ot o e 1
smartacking in networks with high levels of multiplexingew (titzi00t0) = P @)

follow suggestions from Floyd and Jacobson [16] and focus
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| Con guration | Description |

1-0 One TCP connection with 50 ms one-way propagation delay andata traf c on the reverse path.
Adopted from Balakrishnan, Padmanabhan, and Katz [6]: @idhe edge links has a capacity pf
10 Mbps and propagation delay of 1 ms in both directions; vewdhe middle link is asymmetric;
Asymmetric it has a capacity of 10 Mbps and propagation delay of 5 ms atbagdata path of the only TCP
connection in the con guration; in the reverse directiome fink has a propagation delay of 50 ms
and capacity that varies between 5 Kbps and 30 Kbps.
Symmetric: four TCP connections transmit data over theldrwgtk link in opposite directions so that
each router forwards to the bottleneck link a mix of ACKs amathdpackets; the rst connection stants
sending its data at time 0; another connection starts itssinéssion in the same direction 200 ms
2-2 later; the two connections that send data in the reversetdirestart at time 100 ms and 300 ms
respectively; the middle bottleneck link has a propagatielay of 20 ms and variable capacity; each
of the edge links has a capacity of 10 Mbps and propagaticaydefl 5 ms; hence, the round-trip
propagation time for the connections is 60 ms.
Replaces every connection in the 2-2 con guration with 50aplal TCP connections, i.e., 100
High-Multiplexing || connections transmit data in one direction of the bottlen@wk, and the other 100 connections
send data in the opposite direction.
Variation of the 2-2 con guration: in each direction, one thie two connections has an increaged
propagation RTT of 120 ms; the propagation RTT for the otlmemection remains 60 ms.

Replaces one of the two TCP connections in each directiohe®t2 con guration with an on-off
TCP-UDP UDP ow that changes its mode of operation once per 5 secomtien the UDP ow is on, it injects
packets into the network at a constant rate equal to the lalfeobottleneck link capacity.

Different-RTT

Fig. 3. Con gurations of the Dumbbell topology.

(a) NewReno, 29% (b) NewReno with smartacking, 61%

Fig. 4. Timeline diagrams for the 1-0 con guration with thettleneck link capacity of 9 Mbps.

where n is the number of connections, and denotes the tacking in network con gurations with high levels of connec
completion time of connection In addition to the long-term tion multiplexing on bottleneck links. Finally, Section &-
metrics, we monitor dynamics of TCP connections on shortiewestigates the impact of smartacking on fairness of ne¢wo
timescales and record the congestion window and threshesltaring.

at the sender, congestion window estimate at the receiver,

transmission and arrival times of data segments and ACKsp Impact on TCP Dynamics

Before evaluating the widely deployed TCP designs and
their extensions in terms of long-term performance, it is im

This section presents results from our experimental evalyortant to understand how short-term dynamics of the sckeme
ation of smartacking. First, we explore the impact of smagffect the cumulative metrics. We usineline diagramsto
tacking on dynamics of TCP communications in Section e ect TCP behavior over a range of shorter timescales,
A. Then, Section V-B focuses on long-term performance itarting from the under-RTT timescale to intervals thatiaem
networks with Droptail routers. Section V-C reports resfittt 53 sequence of transitions between the congestion control
networks of RED routers. Section V-D studies performanggfodes of the connection. In each of our timeline diagrams,
of smartacking in the Asymmetric con guration. Section Va horizontal band represents interactions between theesend

E quanti es the reaction of the examined protocols to shaghd receiver over a xed period. Whereas the top edge of
changes in the available capacity. Section V-F evaluates-sm

V. EXPERIMENTAL RESULTS
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(a) NewReno, 23% (b) NewReno with smartacking, 27%

(c) NewReno with pacing, 22% (d) NewReno with smartacking pacing, 25%

Fig. 5. Timeline diagrams for the 1-0 con guration with thettleneck link capacity of 5 Mbps.

(a) NewReno, 49% (b) NewReno with smartacking, 68%

Fig. 6. Timeline diagrams for the 2-2 con guration with thettleneck link capacity of 20 Mbps.

the band corresponds to the sender, the bottom edge denatethe left edge of the band immediately below, and so on until
the receiver. Time advances from the left to the right. Evetize right edge of the bottom band shows the last time re ected
timeline diagram consists of 14 horizontal bands stacked im the diagram. While gray lines that descend to the right

their temporal order: the left edge of the top band corredporwithin a band represent communications of data segments,
to time 0, the right edge of this band represents the same time
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black lines that rise to the right denote ACKs. Then, darkneseduce the window growth when the bottleneck link gets sat-
of a band region indicates intensity of communicationsmtyri urated. The smoother increase prolongs the periods when the
the corresponding time interval. We annotate each timelibettleneck link capacity is fully utilized. Since the areader
diagram with the name of the examined protocol and alslbe congestion window curve is correlated to the connection
report what percentage of the le is communicated by the enldroughput, Figure 7 illustrates why the adjustment of tigKA

of the timeline. frequency allows smartacking to improve the throughput.

To show the impact of smartacking, Figure 4 presents two The graphs also plot our estimate of the congestion window
timeline diagrams for the 1-0 con guration with the bottéerk at the receiver and demonstrate accuracy of the proposed
link capacity of 9 Mbps. The diagram in Figure 4a demorestimation mechanism. Although we trace the congestion
strates that NewReno stalls after delivering the rst dag-s window in the 2-2 con guration as well, below we describe
ment because the receiver delays acknowledging the segmespective graphs only briey due to space constraints (the
for the maximum duration allowed. When the transmissidnterested reader can see the graphs in our longer reprt [8]
resumes, the sender doubles the congestion window each RIEEpite the higher degree of connection multiplexing nesti
until a burst of data segments saturates the bottleneck lititn of the congestion window at the receiver remains pegcis
and causes losses. After a retransmission timeout ends blesides, pacing helps smartacking to smooth oscillatibtieeo
ensued second stall, NewReno reduces the window to armngestion window when the bottleneck link is fully utilize
MSS and then goes through the post-congestion slow starfFigure 7 shows that the window at times of congestion
into congestion avoidance. However, the connection fails teaches about 60 MSS under the non-smartacking schemes
recapture the bottleneck capacity and communicates oy 29ersus nearly 80 MSS with smartacking. The higher value
of the le by the end of the timeline. As Figure 4b showsunder smartacking is due to delayed ACKs: as the bottleneck
NewReno with smartacking achieves a higher throughput ik becomes completely utilized, the receiver starts yiata
61%. Smartacking improves the throughput partly by avagjdirACKs; the extra delay results in larger RTT and window
both stalls. Upon receiving the rst data segment or whenevehen the bottleneck link buffer over ows. This side effect
the bottleneck link is underutilized, the smartacking reme of smartacking is positive since TCP does not recover from
transmits an ACK immediately and does not slow dowpacket losses nicely if the window is at most few MSS.
the growth of the congestion window. As the transmission
approaches the bottleneck link capacity, NewReno with smay Long-Term Performance
tacking reduces the frequency of ACKs and converges to
pattern where the receiver provides the sender with one AC|
per window so that — as the narrow white triangles in Figure
indicate — data from a new window starts arriving to th

Ii‘For the 1-0 con guration, Figure 8a shows completion
es of connections using NewReno, NewReno with pacing,
ewReno with smartacking, or NewReno with smartacking

bottleneck link router before the link runs out of packets tan? gacmg.t_ﬁgur? tib plots re't"?‘“"e comlplfnont_umestcom-
forward. In this phase, the connection grows the congestiBH €d as ratios of the connection compietion imes 1o e
window slowly and induces no losses. comple_tlon tlme of the NewReno conneghon. The imple-
We repeat the above experiments in the 1-0 con guratidﬁentat'ons W|th_ smartacking p(.erform. consistently bell’uaunt_
where the bottleneck link capacity is 5 Mbps, and loss rauesaﬁ e schemes W.'thou.t smartacking, with up tp 20% redugt|on
higher. Figures 5a and 5b con rm that smartacking reduces ! t_he co_mpletlon time. Both _smartackmg |mplementat|ons
reverse-path traf ¢ and improves the connection throughp chieve ;lmllar performance without any substantial bene
albeit the improvement is less dramatic: from 23% to 27°or.0|2_1 pamgg. tacki ted by NewR
Figures 5c and 5d show that pacing reduces NewReno throu p'gure ¥ compares smartacking (represen.e y NEeWReno
put slightly due to the smoother transmission and has aaimi ith smarFacklng and pacing) with byte_ countmg (represdnt
effect on NewReno with smartacking. However, NewRen kAI\EBC) N thg h’o ‘?:?d 22 _(iﬁn gur_atlorf1s while l;\levll/Reno,d
with smartacking and pacing still outperforms plain New&en ckEvery, an ewreno with pacing form a backgroun

Figure 6 shows that in the 2-2 con guration with the bottle]for the comparison. By increasing Fhe rate O.f the window
neck link capacity of 20 Mbps, plain NewReno stalls twice a%rovvth during the slow start, ABC typically provides a sreall
. mpletion time than NewReno. However, smartacking con-

well: (1) due to the delayed ACK of the rst data segment, and® . . . .
(2) recovering from losses via a retransmission timeouttH@en sistently y@lds a much larger redut_:t|on. This further im-
other hand, NewReno with smartacking acquires the ava”atgrovement IS due to _the smoother window growth when the
capacity promptly and then maintains smooth data delive )(;tt_leneck link capacity becqmes safurated. .

with a low frequency of ACKs and no retransmission timeout Figure 10 presents experimental results for the Different-

49%-t0-68% throughput increase quanti es the improveme .TT con guration. I.n ger_leral, the smartacking VErsions-pro
in performance. vide lower completion times. However, to achieve the im-

To understand the reasons for the throughput improveme fgvement for sma_lller c_:apacmes of the bottlengck linkretla
offered by smartacking, we trace the congestion window connections W'th_ different RTTs, the receiver needs the
the sender. Figure 7 reports the traced values for eight %:}Ir:d_ers aﬁs:(stancetlg tth_e}é(l);m Off pacing oaccjijustn:jents. h
the examined TCP extensions in the 1-0 con guration with. 'Sf \;\;]e b ntf[)lwn kal' Kb ﬁper;)‘rmance eptlen ?t(l?]n be
the bottleneck link capacity of 5 Mbps. In the schemes witp{2€ 0! the botieneck ik bulier. A common ruie of thum
no smartacking (NewReno, NewReno with pacing, AckEvergeSC”beS setting the buffer size to one bandwidth-delay

ABC, and ACC), the window in the congestion-avoidand roduct (BDP) [19]. To evaluate the impact of the buffer size
mode grows at approximately the same rate regardless of

the bene ts from smartacking, we conduct experiments in
bottleneck link utilization. On the other hand, the smatiag the 2-2 con gurations where the bottdeneck link has capesit
designs (NewReno with smartacking, NewReno with sm

?81‘ 7 Mbps and 15 Mbps, and its buffer size varies from
tacking and pacing, and NewReno with extended smartacki 1gg BDP to 3 BDP. Figure 11 con rms that the buffer size of

DP provides the traditional TCP versions with near optima
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Fig. 13. Completion times in the Asymmetric con guration.

performance. The optimal buffer size for the smartackirigigure 13 demonstrates that smartacking performs lesgssons
implementations appears to be somewhat larger. We attribtently without support from pacing. For reverse-path céjeec
the increase in the optimal buffer size to extra delay imgosef at least 21 Kbps, NewReno with smartacking yields lower
by smartacking on ACKs at the receiver. The graphs shaempletion times than ACC. On the other hand, even plain
that smartacking improves TCP performance over a widdewReno outperforms NewReno with smartacking when the
range of examined buffer sizes. Furthermore, the relativeverse-path capacity is less than 20 Kbps. Our analydis lin
performance improvement becomes higher as the buffer sthés degradation in performance to the RTT estimate at the

of the bottleneck link increases. receiver. When the reverse path has a low capacity, ACKs
are frequent enough to saturate the capacity and increase
C. Networks with RED Routers the reverse-path queueing delay. Consequently, the e¥ceiv

Figure 12 reports some of our extensive experimental esUfCréases its RTT estimate and transmits one ACK per data
for networks with RED routers. In general, smartacking TCBEgment arrival even when the forward-path capacity iy full
extensions (represented in our graphs by NewReno with sméfllized. _ _ _
tacking, NewReno with extended smartacking, and NewReno'Ve validate the above analysis by repeating the experiment
with smartacking and fair queueing) consistently outpenfo for NewReno with smartacking when the receiver does not
schemes with no smartacking (represented by NewReno &#@nge the RTT estimate after measuring it in the beginniing o
NewReno with fair queueing). In the 1-0 con guration, aleth (e connection. Figure 13 denotes the new schereaikeno
implementations of smartacking behave similarly. Howevéiv'th smartacking am?' xed RT'IThe extension behaves sim-
in the Different-RTT con guration where two connectiondlar!y to NewReno with smartacking and pacing. Hence, not
compete for the bottleneck link capacity in each directio@NlY Sender-dependent implementations (such as the ohe wit
the smartacking extensions with advanced features — suchP4§Ing) but also receiver-only smartacking implementeio
dynamic or fair queueing — provide larger reductions in th@@ve & potential to outperform ACC consistently in asym-

completion time than the reductions offered by our receiveP'etric networks with an extremely low reverse-path capacit
only implementation of smartacking. Realizing this potential in an integrated implementatidn o

smartacking is a topic for future research.

D. Asymmetric Networks

We compare performance of smartacking implementatiofs Reaction to Capacity Changes
and ACC in the Asymmetric con guration used originally in To evaluate smartacking when the available capac-
the studies proposing ACC. Our results con rm that ACQty changes, we compare traditional TCP implementations
provides shorter completion times than NewReno over tlfdewReno, AckEvery, and NewReno with pacing) to ACC
whole range of reverse-path capacities between 5 Kbps armtl NewReno with smartacking and pacing in the TCP-UDP

30 Kbps. We also observe that NewReno with smartacking aoan guration. Figure 14 shows that addition of smartacking
pacing reduces the completion times even further. However,
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Fig. 16. Completion times in the High-Multiplexing con gation.

reduces the completion time and consistently provides @rlagA\CK frequency and congestion window growth. In contrast,

improvement in performance than ACC. NewReno with pacing notices neither the newly released
Figure 15 illustrates reasons why smartacking is bene ciahpacity nor the approaching saturation of the bottlenisdk |

in networks with variable capacities. The graphs trace tlaad continues to grow the window in the same linear fashion.

congestion windows for NewReno with pacing and NewRer@ur experiments also show that smartacking recognizes the

with smartacking and pacing in the TCP-UDP con guratiomvailability of the new capacity much faster than ACC which

where the bottleneck link capacity is 5 Mbps. When the UDfakes up to sixteen RTTs to increase the ACK frequency to

ow starts transmitting, the in ux of its packets congestset one ACK per data segment arrival.

network and causes losses. Both NewReno implementations

notice the congestion, curb their transmission, and thebeor

for the new available capacity. Initially, the smartackireg

ceiver resumes sending one ACK per data segment arrival.

the utilization of the bottleneck link returns to its capggci

the smartacking receiver decreases the ACK frequency, a{ﬂrﬂ]opens for higher 'eV‘?'S O_f connection m_ultiplexir_lg? l_:ig—
this yields the desired reduction in the congestion windo/€ 16 reports completion times for the ngh-MuItlpIexmg
growth. However, when the UDP ow turns quiet and thereb§°" guration W't_h 200 concurrent connections. The results
releases the half of the bottleneck link capacity, the sacirt re repres_entatlve. of ?” our exper!ments ‘,N'th high 'e‘.’e's
ing receiver reacts to the change by returning to the highgtconnectlon multiplexing: smartacking provides no téngi

frequency of ACKs. Once again, as the bottleneck link ge@provements in ef cien_cy of conge_stion cont_rol yvhen the
saturated, NewReno with smartacking and pacing reduces ftgnber of connections is large. This conclusion is not sur-

F. High Levels of Connection Multiplexing

S’So far, we experimented in environments where the degree
66? connection multiplexing on bottleneck links was low. Wha
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Fig. 18. Intra-protocol fairness in the Parking-Lot topplo

prising. With many connections sharing the bottleneck,linland shared link capacities of 4 Mbps. Since the differences
inef ciencies of an individual connection are counterbvadad between the starting times of the connections are minor in
by other connections. Hence, smartacking has a smaller heaaimparison to the completion times, the last of the three
room for improving the ef ciency. Furthermore, our ISAT-shared links serves as a bottleneck for all the connections
based mechanism for detecting available capacity becasses most of the time. Hence, under a fair allocation of the

precise. On the other hand, our experiments with smartadiottleneck link capacity, the connections should have sim-
ing in high-multiplexing settings reveal no negative imipadlar completion times. However, traditional TCP extension

substantial enough to offset the benets from smartackirdjscriminate against connections with long RTTs. Figure 17
in low-multiplexing environments. Furthermore, our resul con rms this phenomenon for NewReno. Connection 1, which

in Section V-G indicate that even con gurations with manyas the smallest RTT, grabs most of the bottleneck capacity
concurrent connections can bene t from smartacking bezauand nishes much earlier than the three others. Having the

smartacking improves fairness of network sharing. second smallest RTT, connection 2 inherits the domination
] ) over the bottleneck link and nishes much before connedion
G. Faimess of Network Sharing 3 and 4 which share the longest RTT. Then, the remaining

We study the impact of smartacking on fairness by considennections 3 and 4 take turns in grabbing a larger portion
ering rst the issue of intra-protocol fairness and therftaiy of the bottleneck capacity. Figure 17 also demonstratess tha
our attention to TCP-friendliness. smartacking helps NewReno to improve the fairness of the

Figure 17 traces the congestion windows of the four copottleneck link sharing. The congestion windows of all the
nections in the Parking-Lot topology with Droptail routers
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Fig. 19. TCP-friendliness of smartacking in the 2-2 con gtion.

connections become more stable and similar to each otheMe evaluate TCP-friendliness of smartacking in the 2-2
Consequently, the completion times of the connectionsiinecocon guration where three connections employ NewReno while
less diverse as well. the fourth connection uses either NewReno, or NewReno
Figure 18a reports the fairness index for ve TCP extensiongth pacing, or NewReno with smartacking, or NewReno
in the Parking-Lot topology with Droptail routers. Additi@f with smartacking and pacing. Figure 19a reports completion
smartacking to New Reno or NewReno with pacing improvesnes for the fourth connection as well as for the NewReno
the intra-protocol fairness consistently. As expectedyReno connection that delivers data in the same direction. FigQie
with smartacking and fair queueing yields the highest faishows that adoption of smartacking by the fourth connection
ness index among the three examined implementations naft only does not harm the parallel NewReno connection but
smartacking. Figure 18b shows the fairness index for tlaso helps the NewReno connection to reduce its completion
Parking-Lot topology with RED routers. By discarding paiske time.
probabilistically before the link buffer gets full, the RED
router of the bottleneck link allows New Reno to raise its
low fairness index in the scenarios where Droptail buffer

management starves a connection by s_end?ng itinto a sdries0mance of TCP via adaptive generation of ACKs at the
retransr_nssmn t|meouts: In ger_1era|, switching to REDGm’F receiver: when the bottleneck link is underutilized, thesieer
rec':sults ina §moother faimess index for each of the EXamiNEGnsmits an ACK for each delivered data segment and thereby
TCP extensions. allows the connection to acquire the available capacitgldyi

VI. CONCLUSION
We presenteédmartacking a technique that improves per-
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when the bottleneck link is at its capacity, the receiverdsen [4]
ACKs with a lower frequency reducing the control traf c
overhead and slowing down the congestion window grovvtr[g]
to utilize the network capacity more effectively. Smartagk
estimates availability of the network capacity by measyrin [€]
the inter-segment arrival time (ISAT) at the receiver. Our
experiments con rmed that this estimation mechanism opetf7]
ates precisely. In particular, when UDP or TCP cross trafc
ceases, ISAT measurements promptly re ect the freed nda(twor[8
capacity and boost the rate of ACKs; then, the triggereafast
growth of the congestion window enables the connection to
capture the released capacity aggressively. Also, sin@-sm
tacking allows a new TCP connection to raise its congestio|s]
window quickly, the technique is particularly bene cial in
networks with many short-lived connections.

To promote quick deployment of smartacking, our primary
implementation of the technique modi ed only the receiver.
This implementation estimates the sender's congestiodovin 44,
using a novel algorithm that has independent value, e.g., fo
ACC and other protocols where the receiver must know the

. . . . . 12]
congestion window. We also considered different implemen-
tations of smartacking where the sender or network providgs]
the receiver with explicit assistance such as pacing or fair
gueueing. [14]

Our experiments in a wide variety of settings showed
that all the considered implementations of smartacking he[ll5]
TCP to be more efcient in networks with low levels of
connection multiplexing. In networks with high levels off16]
connection multiplexing, ef ciency gains from smartacgin
are negligible because of two reasons. First, the ISATd)as[Qn
mechanism for detecting availability of the network capais
less precise when the number of connections is large. Second]
with a high level of connection multiplexing, TCP utilizes[18
the bottleneck link quite ef ciently even without smartaeff. [19]
On the other hand, our experiments indicated that networks
with many connections on bottleneck links can also bene[%o]
from smartacking because smartacking improves fairness of
network sharing. (21]

Based on our ndings, we believe that smartacking refy)
resents a promising approach for improving TCP. However,
additional extensive studies over real networks are nee(keci
before the technique becomes ready for wide deployme ?
Whereas this paper presented implementations of smantacki
for TCP NewReno, another direction for future work is td?4]
implement smartacking for other TCP versions such as SAC
Also, it seems enticing to combine smartacking with ACK
ltering [6] in order to derive a more effective protocol for[26]
asymmetric networks.

[10]
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